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Abstract
We propose a real-time, open-vocabulary method for language-guided object navigation in unseen indoor environments. The approach utilizes an object-based

hierarchical 3D scene graph (3DSG) for dynamic scene representation, updated in real time using a fast, open-set object detection model. Large Language Models

(LLMs) are integrated for common-sense reasoning, enabling prioritized exploration in complex environments. Experiments on the Habitat-Matterport 3D

(HM3D) ObjectNav benchmark highlighting its effectiveness as a robust and efficient solution for object navigation tasks.

Introduction
3DSG, which represent environments through nodes (e.g., objects, rooms) and

edges (spatial relationships). They are powerful tools for capturing the semantic

and spatial information for a robot to navigate in an unseen environment.

Previous work, Hydra, achieve real-time 3DSG construction but are limited to

closed-set semantic segmentation, which restricts adaptability in diverse

environments. HOV-SG, on the other hand, supports open-set semantic

segmentation with rich vision-language features but requires high

computational resources due to the need for environment reconstruction using

point clouds. To overcome these limitations, we propose an object-based 3DSG

method that incrementally builds a scene graph focused on open-set object

detection, allowing real-time construction of user-specified objects. By

combining LLMs for common-sense reasoning, our method creates an intuitive

navigation solution for complex environments.

Architecture

Method
Our 3D scene graph consists of four main components: Object bounding box,

room segmentation, Voronoi diagram, and Frontier exploration.

Object Bounding Box

Starting with an RGB-D image, we use an open-set object detection model,

YOLO-World, to identify objects and obtain 2D bounding boxes. Then, using

the agent’s position and depth information, these bounding boxes are projected

into 3D coordinates.

Room Segmentation

First, we calculate the distance from each free space on the map to the nearest

obstacle. A threshold is applied to filter out spaces too close to obstacles,

selecting those that maintain a safe distance to serve as potential room

centers. From these centers, breadth-first search (BFS) is performed to expand

back across the map, capturing the entire room area.

Voronoi Diagram

To enable the agent to navigate in unknown environments, we use the Voronoi

diagram for path planning. This approach effectively identifies accessible areas

and reduces the risk of collisions by centering paths in open spaces.

Frontier Exploration

A frontier indicates the boundary between known and unknown areas on the

map, identifiable during Voronoi diagram construction. These frontiers,

combined with the scene graph and target object, are then queried in an LLM.

Leveraging its layout understanding, the LLM selects the optimal area for

further exploration, then guiding the agent through low-level controller.

Experiments
We use the Habitat simulator to evaluate the performance on the Object

Navigation benchmark. Our evaluation leverages the HM3D dataset, which

includes an extensive set of real-world indoor scenes, and enables assessment

of our method’s generalization.

For evaluation, we adopt the Success Rate (SR) and Success weighted by

Path Length (SPL), which measures the agent’s ability to find the target

objects and the efficiency of the agent w.r.t. path length, respectively.

Results are presented in Table 1. Specifically, our method outperforms the

ESC. which projects 3D data in a 2D semantic map as prior knowledge for

LLM-guided exploration. In contrast, we adopt a 3DSG to encode

environmental information with comprehensive 3D semantic details, which

enhances the effectiveness of object navigation.

We conducted an experiment on LLM-guided frontier exploration by

removing the LLM from the frontier selection process. The results, shown in

Table 2, highlight the significance of LLM guidance in improving navigation

efficiency for locating target objects..

Conclusion
Our method employs a fast, open-set object detector to construct an object-

level 3D scene graph. Additionally, we integrate LLMs to guide frontier

exploration based on its common-sense reasoning and the 3D scene graph.

Through our experiments, we demonstrate that both the object-level 3D scene

graph and LLM-guided frontier exploration are pivotal in improving object

navigation performance, validated on the HM3D ObjectNav benchmark.

Notably, we participated in the AMD Pervasive AI Developer Contest

2024 and won third prize.
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